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Conventional CPU Block Diagram

L2 Cache

L1Cache

~ 25GBPS

System Memory

A present day muiticore CPU could have more
than one ALU (typically < 32) and some of the
cache hierarchy is usually shared across cores
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GPU Test environment

* PC (host)
= CPU: Intel Nehalem @ 3.2GHz: 4 cores — 8 hardware threads
= Linux 64bit, Intel C++ compiler version 11.1

. GPU ASUS nVidia GTX470 PCl-e 2.0
= Commodity card (for gamers)

Architecture: GF100 (Fermi)

Memory: 1280MB DDR5

Core/Memory Clock: 607MHz/837MHz
Maximum # of Threads per Block: 1024
Number of SMs: 14

CUDA Toolkit 3.2

Power Consumption 200W

Price ~$340

W -



Evaluation of Likelihood Functions for
Data Analysis on GPUs

T, L~oun zm @ 500,000 events:
E ., : 68% device kernels
£ X :
: 21% host execution
£ 11% communications
I.-'ll':ll'll'.'tl] 100000 (;} 1003000

# events AL000 - +Time ¢ 14.50
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Maximum Likelihood Fits on GPUs(ll)

GPU VS OpenMP (4 Threads)
1000
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CpentP (4 Threads)
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36% GPU kemels 11% transfers
1 60% CPU time L
1000 10000 4% transfers 1ooooo 1000000

# events

OpenhP to GPU time ratio

» Speed-up increases
with the dimension of
the sample, taking
benefit from the data
streaming on GPU
and the integral
calculation only on
the CPU

» ~3x for small
samples, up to ~7x
for large samples



Experiences on using GPU accelerators
for data analysis in ROOT/RooFit

Speeup w.r.t. Core i7 965 fully optimized, 8 threads
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Experiences on using GPU accelerators
for data analysis in ROOT/RooFit
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OpenCLHC++F 3

GPUEntrance {

void get_platforms();

void get_devices(cl_uint = 0);

void create_context_from_one_device(cl_uint = 0);
void create_program(const char®);

void build_program();

void create_kernels();

GPUEntrance();

~GPUEnNntrance();

cl_platform_id *platforms;

cl_uint num_platforms, index_platform;
cl_device_id *devices;

cl_uint num_devices, index_device;
cl_context context;

cl_program program;

cl_kernel* kernels;

cl_uint num_kernels;
std::vector<cl_mem> buff;
std::vector<cl_command_queue> queue;
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GPUEntrance {

void get_platforms();

void get_devices(cl_uint = 0);
void create_context_from_one_device(cl_uint = 0);
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GPUs in Geant4

EM Transportation

Random States » Random States I»
EM Physics Tables »EM Physics Tables |
A .| -
fracke bepa s el PDr;IllﬂlilzllgEI\Si?Q :‘:1 IS,oon
World Volume World Volume Yun g J un,

Jim Kowalkowski,
Marc Paterno

CCeomety > - Fermilab
Magnetic Field Map Magnetic Field Map John Apostolakis
CERN

CPU Global memory GPU Kemels

Feb. 5, 2013 GPUs in Geantd

Transportation (1 kernel) 1201
\;“ separated e/g (2 kernels) 1211 25
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Example:

__kernel void gpuboost(__global double4 *data, __global double4 *result,
double4 bb)
{
int gid = get_global_id(0);
double b2 = bb.sO * bb.sO + bb.s1 * bb.s1 + bb.s2 * bb.s2;
double gamma = 1.0 / sqrt(1.0 - b2);
double4 XX = data[gid];
double bp = bb.sO * XX.sO + bb.s1 * XX.s1 + bb.s2 * XX.s2;
double gamma2 = b2 > 0? (gamma - 1.0) / b2 : 0.0;
double4 YY;
YY.sO = XX.sO0 + gamma2 * bp * bb.sO + gamma * bb.s0 * XX.s3;
YY.s1T = XX.s1 + gamma2 * bp * bb.s1 + gamma * bb.s1 * XX.s3;
YY.s2 = XX.s2 + gamma2 * bp * bb.s2 + gamma * bb.s2 * XX.s3;
YY.s3 = gamma * XX.s3 + bp;
result[gid] = YY;




» ROOTHHIE %
void TLorentzVector::Boost(Double_t,
Double_t, Double_t);




» ROOTHHE %
void TLorentzVector::Boost(Double_t,
Double_t, Double_t);

y HITiHE 5 ELorentzVectorS
void LorentzVectorS::Boost(Double_t,
Double_t, Double_t, GPUEntrance&);

void LorentzVectorS::Boost(Double_t,
Double_t, Double_t); //OpenMPhZx
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